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Until now, frontier large language models have broadly fallen into 

three buckets: fully open-source models; 'open weight' models 

such as Meta’s Llama, whose training parameters are publicly 

released to allow developers to adapt them; and fully proprietary 

models offered as black box services by vendors such as OpenAI 

and Google. Anthropic’s Mythos, by contrast, is available only  

to a small, vetted group of partners spanning large technology 

firms, cybersecurity vendors, financial institutions and  

government bodies.

Anthropic’s rationale for a restricted release is the model’s 

reported performance at detecting software vulnerabilities, 

creating exploits and chain attacks in operating systems, browsers 

and other software2. It follows that restricting access reduces 

the risk of handing a ready-made exploitation engine to criminal 

groups that companies aren’t yet prepared to defend against. 

Insurers are keenly aware of what happens when new capabilities 

suddenly become widely available to threat actors. The last 

sustained hard market in cyber insurance can be traced back to 

2017, when the Shadow Brokers leaked a cache of NSA-developed 

exploits into the hands of organised criminal groups, enabling 

the WannaCry and NotPetya attacks and paving the way for the 

ransomware epidemic that followed. Three ingredients drove that 

spike in claims: a lower barrier to entry for sophisticated exploits, 

greater automation and scalability of destructive attacks, and less 

friction in facilitating ransomware payments.

Anthropic's release of Mythos under Project Glasswing1 has created a fourth 

category of frontier AI model, restricted distribution. This forces the question: 

what are the implications for the (re)insurance industry when AI's most  

capable models are deliberately kept out of the hands of those we rely  

on to evaluate them?

AI is collapsing 
time‑to‑exploit — from 
months to hours.

Figure 1: AI models with Mythos comparable capability bring the same ingredients that caused the last cyber hard market 
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Figure 2: Time to Exploitation (TTE) for public disclosure of vulnerabilities to first confirmed weaponised exploit observed from trusted 

sources (CISA KEV, VulnCheck KEV and XDB)3

Malicious actor access to Large Language Models (LLMs) with 

performance akin to Mythos revives those 2017 dynamics, as 

shown in Figure 1 above. The other step-change is speed.  

AI-enabled attacks operate on machine timelines, not human 

ones, compressing the window between public disclosure of a 

vulnerability and first confirmed exploitation, even with today's 

models and Mythos restricted from the public (Figure 2).

But the offensive threat is only half the picture. The second major 

category that insurers must price is the risk arising from legitimate, 

everyday deployment of AI across thousands of business processes 

— from content generation and customer service to analytics 

and decision support. When models hallucinate, underperform 

or behave unpredictably, they can create legal, regulatory and 

professional liability risks even in legitimate settings.

Underwriters (and not just cyber underwriters) are increasingly 

concerned with how AI models are operating in the real-world. 

That is why independent model evaluators, such as Artificial 

Analysis or Epoch AI, are likely to become important. These 

companies test models on consistent benchmarks, producing a 

more objective view of model capability against different uses, 

safety and failure modes.

Independent benchmarks can reveal patterns of error, brittleness 

under stress or misalignment between claimed and actual 

capabilities. Certainly, they are a valuable alternative to vendor 

self-reporting for insurers looking to quantify their exposures  

to AI risk. 

The restricted-access approach to distribution threatens this.  

The UK AI Security Institute (AISI) conducted evaluations on Mythos 

which showed it performed strongly on offensive cyber tasks, but 

the model has not been made available to the broader independent 

benchmarking ecosystem, bodies like Epoch AI and Artificial 

Analysis. If precedent is set that frontier models are routinely 

withheld not only from the public, but also from evaluators, insurers 

may be forced to price uncertainty rather than risk. That almost 

always leads to higher premiums, narrower coverage or both.

And the uncomfortable truth is that Anthropic’s restrictions are 

likely just delaying the inevitable. Competitors — both US frontier 

labs and Chinese research groups — are likely focused on replicating 

strong cyber domain performance. Notably, AISI's own results 

showed OpenAI's latest publicly available flagship model, GPT-5.5, 

performed comparably on the same cyber evaluations, indicating 

models with comparable offensive cyber capabilities are already in 

the public domain. The recent Deepseek v4 positions Chinese labs 

as roughly six months behind their American counterparts. So any 

elevated cyber risk is only deferred — not reduced.
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Completed Steps on 'The Last Ones' Per Spent Tokens
Anthropic’s move has opened an important debate — not just about AI safety, but about how risk is made legible in an AI-driven economy. 

If restricted-access models become the norm without parallel access for independent evaluators, insurers will struggle to price risk 

transparently and consistently. And that, in the long run, may prove a greater systemic problem than the threats these restrictions are 

designed to contain.

AI model evaluation is itself a nascent and fast-evolving field, as we explore in the article that follows. It is imperative it is not 

hamstrung in infancy. 

Figure 3: AISI Testing Results showing how far different large language models progress through a realistic, multi stage cyber attack 

scenario as they are given increasing reasoning budget (cumulative tokens). Higher stages represent more severe outcomes, culminating 

in a full network takeover (the last ones). These results are from strict, closed testing environments, where safety guardrails are 

deliberately relaxed for evaluation purposes; they do not reflect capabilities available to end users or real world deployments4. 
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To understand AI risk, insurers need to understand 
how the models behave. Model evaluation will be 
central to this nascent area of coverage — and current 
techniques for comparing AIs’ performance will have  
to improve sharply.

SPECIAL EXCERPT FROM THE  
Q1 2026 INSURTECH REPORT
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Evaluating AI Risk: A Credible AI  
Insurance Market Depends on Better  
AI Model Evaluation
To understand AI risk, insurers need to 
understand how the models behave. Model 
evaluation will be central to this nascent 
area of coverage — and current techniques 
for comparing AIs’ performance will have to 
improve sharply

As businesses deploy AI models at pace, (re)insurers are grappling 

with how to offer coverage against the inevitable problems and 

malfunctions, and the liabilities they might create.

However, to understand AI risk, insurers need to understand  

how the models behave. Model evaluation will be central to this 

nascent area of coverage — and current techniques for comparing 

AI model performance will have to improve sharply. 

A meaningful portion of insurers’ future ‘AI risk’ portfolios will 

depend upon the operation of foundation models — the large, 

general-purpose AI models that other systems and business 

processes are built on. These are the type presently available 

from OpenAI, Anthropic, Google and others. Insurers will need to 

compare the behavioral characteristics of these models against 

one another, and against open-source alternatives. They will  

also need to be able to judge how appropriate they are to  

the use-cases that companies are deploying them for. 

Companies may deploy an AI model ‘as is’, adjust it through 

fine tuning, or combine it with additional data and systems. 

Understanding the intended use is important, though gathering 

that information will often rely on questionnaires or external data.

AI risk may evolve to sit predominantly as an embedded exposure 

within existing lines, or it may become a sizeable standalone 

insurance product. Either way, the risk must be understood, priced 

and articulated clearly enough to attract sustainable capacity  

and realize buyer demand. 

If this is done well, (re)insurers can play a pivotal role in the 

new AI economy. By deciding what to cover and articulating 

which attributes they reward with lower premiums and broader 

terms, they can actively shape which AI systems are viable, how 

deployers behave and how concentrated AI risk becomes. 

But the first step is to understand the risk — how AIs can go wrong 

and how that can lead to losses. Unfortunately, the tech industry’s 

current methods of evaluating model performance fall short of 

what (re)insurers require. 
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Why current AI evaluation  
is not fit for purpose
Most AI models today are assessed using empirical benchmarks: 

standardized tests that measure accuracy on static datasets, 

performance on known tasks, or comparative rankings on public 

leaderboards. These results are useful for comparing “capability”, 

but they are not designed to predict real-world loss. 

Here, many model developers also select benchmarks to highlight 

the strengths of their latest model. That can make results look 

more impressive compared with model performance under real 

deployment conditions. Training data contamination also weakens 

these tests; once a model has seen the content used to evaluate it, 

benchmark scores lose value. 

The table below presents a non exhaustive set of widely used 

model benchmarks from recent years, outlining how they are 

used, the highest reported scores achieved, and whether they are 

considered saturated (the term used to describe a benchmark 

being largely solved by existing models). 

While benchmarks indicate how a model performs under 

controlled conditions, insurance is concerned with how systems 

fail, how often they fail, and whether those failures correlate  

across insureds.

Selected AI Model Performance Benchmarks

Benchmark or 
Evaluation

Release  
Date

Type  
of Testing

Top Score  
(March 2026)

Current  
Status

HLE  
(Humanity's Last Exam)

April 2025
Multi-domain niche 

knowledge
~46% (Gemini 3.1 Pro) Hardest general knowledge test for 2026 models.

SWE-bench  
(Verified)

Oct 2023 Software Engineering ability 81% (Claude 4.5 Opus)
New variants like SWE-bench Pro are now used 

to combat contamination.

GPQA-AA  
(Diamond)

Nov 2023
Graduate-level, Google-proof 

science Q&A
~95% (Gemini 3 .1Pro)

Saturated: Most frontier models now exceed  

the average PhD expert score (~65%).

HumanEval July 2021 Python code generation ~98% (Claude 4.5 Sonnet)
Saturated: Nearly all top models have  

memorized it. 

GSM8K Oct 2021
School level maths  

and word problems
~96% (Claude 4 Opus)

Saturated: Useful only for testing small  

or specialized models.

Figure and Analysis: Gallagher Re

As a result, several gaps in model evaluation stand out.
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Gaps in current model evaluation approaches

1. Benchmarks measure performance rather than behavior

Recent releases have shown that models scoring well do not 

always behave consistently. When GPT 4o launched, users quickly 

flagged a strong pattern of affirming behavior, even for some 

requests that were inaccurate, absurd or had potentially harmful 

outcomes. When told it was being sycophantic, it obsequiously 

affirmed the user’s perspective. OpenAI rolled the initial launch 

back within days, acknowledging a gap between offline evaluation 

and real behavior.

High scoring models can still hallucinate, make inconsistent 

decisions, misinterpret instructions or fail when inputs become 

ambiguous. These are the types of failures that create regulatory 

issues, legal exposure and operational harm. They are also  

the failures insurers need to price. OpenAI faces several lawsuits  

as of early 2026, across areas such as training data, defamation 

and safety. Most of these lawsuits arise from model behavior,  

not performance. 

Benchmarks rarely test adversarial prompts, conflicting inputs, 

ambiguous real world queries or how models respond to changes 

in context. In other words: they score answers, but they don’t 

reliably measure how the model behaves under stress, which is 

where real-world losses arise.

2. Models perform for the test

Public benchmarks shape how models are trained. As they 

become widely known, models are increasingly aligned to perform 

well on them. This creates the appearance of capability without 

guaranteeing the same behavior in real settings.

This is unlikely to be anyone’s “fault”. Public benchmarks and 

challenge sets inevitably leak into training data through web 

scrapes, mirrored datasets, shared prompt collections, and user 

feedback loops. As with a student who has memorized an exam, 

models trained on material closely resembling the test will perform 

better. The result is inflated benchmark performance that does not 

translate into practical reliability.

Rapid improvements in model performance have pushed many 

widely used benchmarks from meaningful tests of capability to 

near saturation in just a few years. The chart below illustrates 

how quickly headline evaluations lose their ability to differentiate 

models as scores cluster at the top. For example, HumanEval 

moved from distinguishing genuine advances in code generation 

to near perfect scores across leading models within three years, 

leaving little insight into real world reliability.

HumanEval (top) and QPQA (bottom) evaluation scores for major AI models released in the last five years. 
Figure and Analysis: Gallagher Re 
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3. Evaluation encourages homogenization

When only a narrow set of behaviors is measured, vendors 

rationally “play it safe”. 

The result is an ecosystem of models that sound similar, respond 

similarly, and converge on the same risk‑averse patterns of 

behavior. This may reduce certain headline risks, but it comes  

at a cost: reduced diversity, reduced innovation, and a flattening  

of useful differentiation between systems.

From an insurance perspective, this is a double‑edged sword. 

Homogeneous behavior makes it harder to distinguish risk quality 

between insureds. It also increases the chance that a single 

behavioral flaw affects large portions of a portfolio.

This problem can be compounded by well intentioned governance 

in the form of “one size fits all” guardrails such as central blocklists, 

universal refusal matrices, templated prompts, and a single 

“approved tone” rolled out across every use case and vendor.  

That approach minimizes variance, but it also standardizes 

answers, erasing useful differentiation between systems and 

further increasing concentration risk. 

4. Evaluation ignores concentration risk

When evaluation rewards sameness, models converge and when 

many insureds rely on those same models, they become a portfolio 

concentration risk challenge for insurers. 

Dependence on a small number of foundation models across  

the industry may provide some comfort that minimum standards 

are met, but it also further entrenches the homogeneity of 

deployed models, which are trained on similar data, fine‑tuned  

in comparable ways, and embedded in similar workflows — even  

if they operate in different sectors. 

What this means is that a single vulnerability or behavioral flaw 

can propagate across many insureds at the same time, generating 

large scale losses.

Current evaluation methods do not measure concentration or 

provide indicators of whether failures could be shared. 

5. Real world inputs are vast and unpredictable

All deployed AI systems should assume they will encounter real 

world inputs — ordinary people trying ordinary things in ways that 

model developers or deployers may not have fully anticipated. 

That includes vague questions, incomplete context, conflicting 

instructions, and niche “edge cases” that look ordinary to users. 

The space of possible inputs is effectively infinite; no static set of 

guardrails can cover it. 

In that light, the oft-used term “jailbreak” is the wrong framing. 

This term refers to intentional efforts to manipulate an AI system 

to bypass its safety restrictions and generate prohibited or 

restricted content. But while this is undoubtedly a problem, 

unintentional malfunctions could be a more material liability risk. 

This does not make AI uninsurable. But it does highlight the 

importance of evaluating model behavior when faced with these 

“real-world” inputs. For insurance purposes, the key question is not 

“can it be jailbroken?”, but “how does it fail under realistic pressure 

— and what is the blast radius when it does?”

Insurance is well‑versed in this kind of thinking. We don’t insure 

buildings on the assumption they will never catch fire. We insure 

them on the assumption that rare, messy events happen — and 

we focus on severity, frequency, and mitigations. Model evaluation 

needs the same mindset.

Why these evaluation gaps matter  
for AI insurance
Evaluation already influences which models reach enterprise 

use. It acts as a form of informal regulation. If insurers adopt 

these evaluation standards without adaptation, they hand risk 

judgment to parties with different incentives. Model developers are 

optimizing for market perception and adoption; insurers are trying 

to price failure, define coverage boundaries, and manage portfolio 

accumulation. Those incentives do not always align.

Benchmarks can become stand ins for safety, even though real 

losses arise from behaviors benchmarks do not measure.

If evaluation does not adapt, one of two unhelpful futures is likely:

Path One: Embedded, Ambiguous Exposure

AI losses get absorbed into existing policies. Silent 

exposure grows. Coverage becomes unclear and disputes 

develop. Insurers respond by tightening wording or 

excluding AI loss entirely. 

Path Two: Standalone Products Without Foundations

Insurers launch standalone AI cover without robust 

behavioral evaluation. Early losses appear. Capacity 

retreats. The market contracts significantly before it 

matures, impacting buyer trust and potential market scale. 

Neither outcome supports a healthy market. If AI insurance is 

to scale credibly, evaluation must reflect how models behave in 

deployment and how losses can accumulate across portfolios,  

not just how systems score on controlled tests.
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What better evaluation looks like 
Insurance does not require perfect prediction, but better 

evaluation should focus on behavior, evolve over time and reveal 

failure patterns.

Practically, this implies:

1 Stress testing models against adversarial and  

"real-world" ambiguous inputs

2 Assuming real-world inputs and measuring  

blast radius rather than refusal rates

3 Monitoring how models change (or drift) over time,  

not just at deployment

4 And enabling like‑for‑like comparison across  

proprietary and open‑weight models

Hope for the future? 

There are early signs of progress. Evaluation is starting to move 

beyond narrow public benchmarks toward approaches that are 

harder to contaminate, more informative about failure, and more 

representative of overall model behavior. 

First, some evaluators are trying to reduce reliance on public 

benchmarks. One example is Epoch AI, which combines internal 

and external benchmarks to reduce contamination risk. For 

insurers, a cleaner evaluation design can help to determine 

whether a strong performance score reflects an AI model's 

genuine capability or familiarity with the test. 

Second, some evaluation approaches are beginning to measure 

how models fail, not just how often they succeed. This is important 

because insured losses are often driven by error, hallucination 

or overconfidence — not by average-case performance. One 

example is Artificial Analysis’s Omniscience Index, which scores 

hallucination and knowledge calibration as well as correctness. 

1 1



 
 
 

Current model scores on Artificial Analysis’s Omniscience Index (Scores range from -100 to 100, where 0 means as many correct as incorrect answers, and negative scores mean 
more incorrect than correct.) Figure: Gallagher Re; original data: Artificial Analysis

Third, some frameworks are trying to provide a broader view 

of model quality by aggregating performance across domains. 

Single benchmarks can be saturated, narrow or unrepresentative, 

so composite approaches may give a more rounded view of 

reasoning, coding and knowledge performance. One example 

is Artificial Analysis’s Intelligence Index, which aggregates 

benchmark performance into a broader quality score. 

These behavior-based evaluations are improving quickly, but 

comprehensive testing remains expensive: Artificial Analysis has 

highlighted that running its Intelligence Index on Claude Opus 

4.6 cost just under USD5,000. For insurers, the value of broader 

scorecards is that real deployment risk is rarely explained by one 

isolated test result alone.

Current model scores on Artificial Analysis’s Intelligence Index. Figure: Gallagher Re; original data: Artificial Analysis
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The influence of insurance  
on the AI ecosystem
AI adoption will continue to grow, but a successful insurance 

market will influence how AI is deployed, which architectures are 

favored, and whether risk concentrates dangerously or disperses 

responsibly. That influence will be exercised through coverage 

clarity, pricing signals, and underwriting requirements — whether 

consciously or not.

The key distinction is between models that can be evaluated  

and those that cannot. If a model cannot be tested, insurers  

must price uncertainty rather than risk.

Better evaluation allows insurers to reward models that are 

transparent and robust, rather than defaulting to size and brand  

as proxies for safety.

That matters, because the absence of credible evaluation 

frameworks today can unintentionally favor large, opaque 

models from established providers — and even create systematic 

dependence upon them. Here, insurance has an active role in either 

helping to cultivate a thriving democracy of open-source, open-

weight and proprietary models, or actively stifle its development. 

If insurers rely on inadequate evaluation, they risk amplifying 

exactly the concentration risks they are trying to manage. If they 

invest in better model behavioral understanding, insurance can 

become a stabilizing force in the AI ecosystem.

Our concluding evaluation

AI model evaluation is a market‑shaping concern for insurers. 

Existing, benchmark-based evaluations often overstate and 

misrepresent AI’s real-world capabilities, and can encourage 

behavioral convergence — amplifying concentration risks. 

Without evaluation frameworks that reflect how AI systems 

behave in the wild, a credible AI insurance market will struggle 

to emerge, whether through standalone products or embedded 

cover. AI insurance may still grow, but it is unlikely to reach its full 

potential, constrained by tighter exclusions, lower appetite, and 

increasing self-insurance — just as the world’s reliance on AI peaks.

The path forward calls for a broader approach to AI model 

evaluation. Insurers will need approaches that capture real-world 

behavior and models’ adaptation to existing tests. They will 

also need to assess AI deployers’ dependency on a few shared 

foundation models, and the potential for common-mode losses 

across portfolios. 

The good news is, evaluation approaches are improving. 

Thoughtful vendors are working on innovative approaches 

that reduce contamination risk, or create more comprehensive 

assessments. Insurers can help shape this progress — and support 

a diverse and resilient ecosystem of model providers that in turn, 

will support a vibrant AI insurance market. 

1“Project Glasswing: Securing Critical Software in the AI Era,” Cyber Magazine, 8 Apr 2026.
2“Our evaluation of Claude Mythos Preview’s cyber capabilities,” AI Security Institute, 13 Apr 2026.
3“CVE Time to exploit graphic,” Zero Day Clock, 1 May 2026.
4“Our evaluation of OpenAI's GPT-5.5 cyber capabilities,” | AISI Work, AI Security Institute, 30 Apr 2026.
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